
Validation of Multilevel Constructs: Validation Methods
and Empirical Findings for the EDI

Barry Forer • Bruno D. Zumbo

Accepted: 20 December 2010 / Published online: 17 May 2011
� Springer Science+Business Media B.V. 2011

Abstract The purposes of this paper are to highlight the foundations of multilevel

construct validation, describe two methodological approaches and associated analytic

techniques, and then apply these approaches and techniques to the multilevel construct

validation of a widely-used school readiness measure called the Early Development

Instrument (EDI; Janus and Offord 2007). Validation evidence is presented regarding the

multilevel covariance structure of the EDI, the appropriateness of aggregation to classroom

and neighbourhood levels, and the effects of teacher and classroom characteristics on these

structural patterns. The results are then discussed in the context of the theoretical frame-

work of the EDI, with suggestions for future validation work.

Keywords Multilevel � Construct validation � School readiness

1 Introduction

There are a growing number of assessment, testing and evaluation programs in which one

gathers individual measures but, by design, one does not make inferences or decisions

about individuals but rather for an aggregate such as a school district, neighbourhood, or

state. While multilevel measurement issues are raised by such practices, our widely-used

measurement and testing models (including our psychometric and validation models) are,

by historical precedent, geared to individual differences, as are our constructs and construct

validation work (Zumbo and Forer 2011). The broad aims of this paper are to describe

multilevel measurement, explore its foundations, and show, without loss of generality (see,
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Linn 2009 for an example in educational measurement), its methodology in the context of a

widely-used school readiness measure.

School readiness is currently regarded as a construct that exists as part of a time-varying

multilevel network of contextual influences, such as peers, school, home, and neigh-

bourhood (Rimm-Kaufmann and Pianta 2000). As such, any school readiness measure

should be validated in a way that takes into account this underlying multilevel nature. This

is true whether one’s theory of school readiness focuses on individual differences, school

differences, or population-level differences. In all cases, the validation process involves

measures at more than one level, and thus requires care in reconciling levels of mea-

surement, analysis, and theory (Klein et al. 1994).

The two purposes of this paper are to: (1) articulate and develop two multilevel con-

struct validation frameworks adapted from the organizational psychology literature (Chen

et al. 2004a; Dansereau et al. 1984) and (2) demonstrate how they can be applied in the

context of one measure of school readiness, the Early Development Instrument (EDI; Janus

and Offord 2007). The EDI is an example of a school readiness measure that is intended for

interpretation only at a population level, even though each child is scored individually.

Guhn and Goelman (2011) provide a detailed description of the conceptual background of

the EDI.

In our introduction, we present the following sections: a modern approach to multilevel

validation, description of two multilevel validation techniques, and review of previous EDI

validation research. We then present the method and results for both validation frame-

works. In the conclusion, we discuss how the findings relate to the theoretical assumptions

and practical implications pertaining to the EDI. Finally we address the limitations of the

study, and the future recommendations for multi-level construct validation.

2 Background

2.1 Validation of Multilevel Constructs

A multilevel construct can be defined as a phenomenon that is potentially meaningful both

at the level of individuals and at one or more levels of aggregation. While all constructs

reside at one level at least, constructs in an organizational setting like formal education are

inherently multilevel, given the natural nesting of students within classes within schools

within neighbourhoods and school districts. A multilevel validation approach should be

assumed when studying phenomena in these organizational settings (Keating 2007; Klein

et al. 1994). Our approach to multilevel validation is based on the modern unitary view

(e.g., Zumbo 2007, 2009) of construct validity that originated with Cronbach and Meehl

(1955) and was later expanded and critiqued by, for example, Kane (2006), the various

chapters in Lissitz (2009), and Messick (1989). Construct validation is defined as the

process by which researchers provide ongoing evidence to establish the range of appro-

priate inferences that can be made from our observed scores to our theoretical expectations

(conceptualization) for a particular construct.

This unitary approach implies that inferences are validated rather than scores per se, and

that it is insufficient to rely on weaker forms of validity (i.e., correlations with other

variables). Validity means having a model that explains the variation in observed scores as

well as covariation with relevant theoretical and/or practical explanatory variables (Zumbo

2007, 2009). In a multilevel context, these explanations must include an answer about the

level of one’s theory, i.e., the level of aggregation where inferences are desired (Klein et al.
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1994). As Chen et al. (2004a, p. 275) have explained, ‘‘whenever researchers aggregate

data over one or more facets (e.g., items, time, people, units), they must justify the

procedure in terms of establishing an alignment between the nature of the construct, its

measurement, and its analysis vis-à-vis other constructs of interest.’’

When inferences are made at the levels of measurement or statistical analysis rather

than the level of theory, there is the risk of spurious conclusions, either due to an ecological

or an atomistic fallacy. An ecological fallacy (Robinson 1950) refers to theoretically or

empirically unjustified inferences made about individuals based on group-level results,

while an atomistic fallacy (Diez-Roux 1998) refers to unjustified inferences about groups

based on individual results. Therefore, as Zumbo and Forer (2011) state, the level of

validation evidence needs to be in line with the level of inferences and that validity

evidence at the individual level is not only insufficient to support inferences at an

aggregate level such as schools, but it may be misleading.

2.2 Two Frameworks for Multilevel Construct Validation

Organizational psychology is a field where methodologists have long been at the forefront

of theory and techniques for multilevel construct validation. The application of these

techniques to the context of educational research has been sparse. Most researchers are

content to describe in detail how scores are aggregated, but do not provide any justification

for when and why inferences are appropriate at the group or individual level (Griffith

2002).

In this paper, two competing methodological approaches to multilevel construct vali-

dation from organizational psychology are described and compared. Both frameworks are

then applied to the validation of the EDI as a multilevel construct.

2.2.1 Chen, Mathieu, and Bliese Framework

Chen et al. (2004a) have described a set of step-by-step procedures for conducting mul-

tilevel construct validation. There are five necessary steps in their validation framework:

1. Define the construct across levels of analysis;

2. Articulate the nature of the aggregate construct;

3. Determine the psychometric properties of the construct across levels of analysis;

4. Ensure that there is construct variability across levels of analysis;

5. Examine the function of the construct across levels of analysis.

The first step is to define the construct at each level of analysis. Constructs are defined

by establishing domain boundaries and dimensionality, and deciding whether the construct

is formative or reflective in nature (Bollen and Lennox 1991; Zumbo 2007). The purpose of

this step is to establish the extent to which the meaning of a construct differs across levels,

if at all (Chen et al. 2004b). This is a critical step because it is necessary to understand how

a construct differs across levels before the next steps in the framework can be addressed

(Hofmann and Jones 2004).

The second step is to specify the nature and structure of the aggregate construct. To

increase conceptual precision for developing and evaluating constructs at different levels

of analysis, researchers (e.g., Chan 1998, Chen et al. 2004a) have created typologies for

multilevel constructs based on composition models, which specify various possible rela-

tionships when aggregating constructs to different levels. There are a variety of compo-

sitional models to choose from, depending on theory, the purpose of the research, and
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practical considerations. A compositional model must be explicitly identified before

gathering validation evidence, as the models each differ in their expected psychometric

properties.

In Chen et al.’s (2004a) typology, there are six compositional models. The first is the

selected-score model, where the score of one individual characterizes the group-level

construct. The second is the summary index model, where the group construct is based on a

statistical summary (typically the mean or sum) of individual scores in a group. This model

has been used often to create aggregate level EDI scores (e.g., Janus et al. 2003; LaPointe

et al. 2007). The third is the consensus model, where aggregate constructs measure within-

group agreement based on items that refer to the individual (e.g., individuals asked to rate

their own level of cooperation in their team). The fourth model is the referent-shift con-
sensus model, which differs from the consensus model only in that it measures within-

group agreement based on items that refer to the group (e.g., individuals asked to rate their

team’s level of cooperation). The fifth model is the dispersion model, which focuses on

within-group variability, and is most often expressed in the aggregate in terms of group

diversity (e.g., heterogeneity of personality types in a team). The sixth and final model is

the aggregate properties model, where group constructs are measured at the group-level

directly (e.g., asking a school principal to rate staff effectiveness).

The third step in conducting multilevel construct validation is to gather validation

evidence that is specific to the nature of the construct and the composition model at the

aggregate level. The psychometric requirements in terms of factor structure, within-group

agreement, and reliability depend on the multilevel constructs involved.

The fourth step in multilevel construct validation is making sure that there is appropriate

within-group and between-group variability for the construct. This information ‘‘can have

important implications for inferences drawn with respect to the internal structure and

external function of the multilevel construct’’ (Chen et al. 2004a, p. 290). A variety of

within-group reliability measures can be applied at this step, as well as other techniques

that compare within- and between-group variability.

Chen et al.’s (2004a) fifth and final step in multilevel construct validation is testing the

function of the construct across levels. This entails testing theoretical relationships with

other constructs in the nomological network at different levels of analysis. Hofmann and

Jones (2004) also emphasize that functional similarities, and not just structural similarities,

are a necessary component in the assessment of the psychometric properties of a multilevel

construct.

2.2.2 Dansereau, Alutto, and Yammarino Framework

An alternate approach to multilevel construct validation is called Within and Between

Analysis (WABA), developed by Dansereau, Alutto, and Yammerino (1984). According to

this approach, when researchers specify what they intend to describe and/or explain (i.e.,

the level of theory or level of inference), this entails making assumptions about the patterns

of between- and within-group variability for the constructs involved. There are three

idealized levels of theory. Groups can be composed of homogeneous members, indepen-

dent members, or interdependent members (Klein et al. 1994). Dansereau and Yammarino

(2000) refer to these three situations as wholes, equivocal, and parts, respectively. With

homogeneous members (wholes view), a single value is sufficient to describe the group.

The assumed pattern for this level of theory is that there is only between-group variation/

covariation for a construct or the relationship between constructs. With independent
members (equivocal view), all of the variation/covariation is assumed to be interindividual
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(i.e., no distinction between within-group and between-group variation), and thus due to

individual variation only. Finally, with heterogeneous members (parts view), there is

individual variation, but only relative to the group context. In this assumed level of theory,

variation/covariation is predominantly within-group. In summary, the wholes view stresses

the exchangeability of individual members, the equivocal view points to a lack of group

influence, and the parts view implies that individual scores have only relative meaning.

By examining variability patterns, WABA analyses (Dansereau and Yammarino 2000)

determine the appropriateness of aggregating data to a particular level. WABA inferences

about the prevailing ideal pattern are made only after considering both practical significance

as well as statistical significance. Practical significance is assessed using a statistic called the

E-ratio (described below), while statistical significance is assessed using the more familiar

F-ratio. For WABA analyses, the inference implied by the E-ratio is accepted only if con-

firmed statistically using the corresponding one-way ANOVA F-ratio (Dansereau and

Yammarino 2000). One important wrinkle in the use of the F-ratio in WABA is that the

numerator and denominator in the ratio depend on the inference implied by the E-ratio. When

a ‘‘wholes’’ inference is implied, the F-ratio is calculated as the typical MS(between)/

MS(within). When a ‘‘parts’’ inference is implied, the inverse ratio is calculated.

The E-ratio, used to assess practical significance, is calculated as the between-group eta

correlation divided by the within-group eta correlation. The between-group eta correlation

is a sort of effect size for variation between groups (e.g., classes), and the within-group eta

correlation is the corresponding effect size for variation within groups. Each has a range

from 0 to 1. When within-group and between-group variation are equal, the E-ratio is equal

to 1. Dansereau and Yammarino (2000) demonstrate that the E-ratio is mathematically

equivalent to Cohen’s (1988) f effect size statistic.

The E-ratio ranges from a low of 0 (no variability between groups) to infinity (no

variability within groups), assuming non-zero total variation. Just like the F-ratio, one or

more predetermined critical values of the E-ratio need to be established before making

inferences. Dansereau et al. (1984) have established two sets of geometrically-determined

critical values, the 15� test and the 30� test. The former divides the overall variance into

approximately equal intervals for the purposes of the three possible inferences, while the

latter uses equal intervals in terms of angles (90� divided by 3). The 30� test is more

stringent, requiring between-group or within-group variation to exceed 75% of the total

variation before an inference of wholes or parts, respectively, may be made.

The WABA approach to multilevel construct validation can be applied to four inferential

purposes: single level analysis (SLA), multiple-level analysis (MLA), multiple variable

analysis (MVA), and multiple relationship analysis (MRA). The purpose of SLA is to detect

whether a multilevel construct or a bivariate relationship indicates a wholes, parts, or

equivocal situation when aggregated to one particular level. The purpose of MLA is to detect

what happens to a multilevel construct or a bivariate relationship when aggregated to two (or

more) nested levels—whether a situation (i.e., wholes, parts) applies to both levels (cross-

level), only the lower level (level-specific), or only the higher level (emergent). For example,

if a WABA analysis shows homogeneous individuals within classes (wholes), it is still

possible for classes within schools to be wholes, parts, or equivocal. However, if the analysis

shows heterogeneous individuals within classes (parts), then between-class variation is

assumed to be error, and no higher level analyses are possible. The case of independent

individuals within groups (equivocal) is interesting, as it is possible for the next higher level to

show emergent properties of wholes or parts (Dansereau and Yammarino 2000).

The purpose of MVA is to apply WABA techniques to a network of variables to

describe the level at which each variable and bivariate relationship should be situated.
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Finally, MRA is used to identify any moderating variables that may affect inferences.

These last two purposes relate most to the fifth step in the validation framework of Chen

et al. (2004a), where the functional characteristics of the construct are tested across levels.

2.3 EDI: Description and Validity Studies

The EDI, with its population-based approach to school readiness, reflects recent theoretical

trends in developmental science towards a ‘‘cell to society’’ or ‘‘neuron to neighbourhood’’

perspective (National Research Council Institute of Medicine 2000) that incorporates

research from diverse disciplines including neuro/psychobiology, health, education, psy-

chology, epidemiology, and policy studies (Keating and Hertzman 1999). It was developed

starting in 1997 by Drs. Dan Offord and Magdalena Janus at McMaster University in

Hamilton, Ontario, Canada, and has now been administered for over 300,000 children in

Canada and many thousands in other countries. There are 103 core items that are rated by

kindergarten teachers for each child in his/her class. These items measure five aspects of

child development: physical health and well-being (13 items), social competence (26

items), emotional maturity (30 items), language and cognitive development (26 items), and

communication skills and general knowledge (8 items). For each item, there are either two

or three response categories, plus an additional ‘‘don’t know’’ category. Items are scored as

either 0 or 10 (for binary items), or 0, 5, or 10 (for three-category items).

A number of child demographic characteristics (e.g., age, gender) are also recorded by the

kindergarten teacher. Teachers are also asked to provide demographic information about

themselves: gender, age category, teaching experience, and educational attainment. Finally,

two items about classroom characteristics are included: the number of children in the class, and

the Grade levels of students in the class (i.e., junior kindergarten, senior kindergarten, Grade 1).

2.3.1 EDI as a Multilevel Construct

The construct measured with the EDI is an example of a multilevel construct. The creators

of the EDI have consistently stated that it was designed exclusively for inferences at some

level of aggregation of children, such as schools, neighbourhoods, or districts. For

example, Janus and Offord (2000, p. 74) wrote that ‘‘the EDI provides results at the

population level…they are not interpretable for individuals.’’ Their intent was to preclude

anyone using EDI results to make programming, placement, entry, or retention decisions

for individual children entering school, due to the historically substantial error rate.

However, this also opens up the potential for committing atomistic fallacies.

The multilevel nature of the EDI is also inherent in the way that data are collected, using

ratings by kindergarten teachers for each of the children in the class. One would expect a

certain amount of between-classroom variation in EDI scores to be associated with

teachers (as well as other aspects of the organizational context), as expressed by an

intraclass correlation [ICC(1)] significantly greater than zero (Rowan et al. 1991). Indeed,

Janus and Offord (2007) have found intraclass correlations ranging from .21 to .31 for the

five developmental scales measured by the EDI.

2.3.2 EDI Level of Theory

So, what do we know about the level of theory for the EDI, at least in the context of

kindergarten students within classrooms? The first option (according to the Danserau et al.
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framework), homogeneous members, is, in our view, not the correct level of theory for the

EDI. Developmental trajectories differ across children, and so there is no expectation of

agreement or even similarity between children in a particular classroom. A much stronger

case could be made that individual scores should be largely independent of classroom

membership. After all, the intent of the EDI is to measure children’s readiness for Grade 1,

as ‘‘kindergarten provides the transition between the play-based preschool and home

environment to the academically based environment of grade school’’ (Janus and Offord

2007, p. 5). This level of theory would imply an appropriateness of inferences made at the

individual child level. (However, as stated above, the EDI was designed exclusively for

inferences at some level of aggregation of children.)

An EDI level of theory based on interdependent scores is also a possibility. While all

kindergarten teachers are rating students that they have known for a few months, some

have relatively small class sizes, and some have quite large class sizes. If this interde-

pendent level of theory for the EDI is true, one likely implication is that the tendency to

rate students relatively should be positively related to class size, at least above some

threshold. Analyses of EDI data from 1999 to 2004, conducted by the authors, show that

this is indeed the case—where higher relativity in scoring is defined as an increasing ratio

of within-class variation to between-class variation. For example, the proportion of total

variation that is within-class for items in the Social Competence scale increased from 60%

for classes with less than eight students to 82% for classes with more than 26 students. For

the Language and Cognitive Development scale, the corresponding increase was from 57%

to 78%. The same general pattern is evident across all five scales.

2.3.3 EDI Validation Studies

EDI validation studies (e.g., Duku and Janus 2004; Forget-Dubois et al. 2007; Janus 2001;

Janus 2002; Janus et al. 2001; Janus et al. 2004; Janus et al. 2000; Brinkman et al. 2007)

have typically been conducted at the individual child level of analysis. In contrast, studies

that have examined functional aspects of the EDI (e.g., how EDI scores correlate with

neighbourhood characteristics) tend to use aggregated scores (e.g., Kershaw et al. 2005).

However, the fact that these studies have used a variety of levels of aggregation (i.e.,

schools, neighbourhoods, school districts) reinforces the need for a multilevel construct

validation process. The assumption that the structure and function of the EDI are iso-

morphic for any level of aggregation needs to be empirically tested, and situated within a

multilevel theory of school readiness.

Janus and Offord’s (2007) article represents the first effort at applying multilevel sta-

tistical analyses to the EDI. The article considered two levels (individuals and classes), and

looked at three aspects of what we would refer to as the multilevel construct: the amount of

variation attributable at the class level, the reliability of the class means, and the factor

structure. These were tested by calculating the intraclass correlation coefficient [ICC(1)],

calculating the generalizability coefficient [ICC(2)], and conducting a multilevel confir-

matory factor analysis (Muthen 1994), respectively. On the basis of their results, the

authors concluded that classroom-level variation was minor, that class means were reliable,

and that the factor structure was identical across the two levels.

These conclusions are questionable on at least two fronts. First, depending on the

developmental domain involved, the intraclass correlation ranged from .21 to .31 in their

sample, much too large for between-group variance to be considered as error. In more

mainstream interpretation of ICC(1) results, values as low as .01 can be sufficient to allow
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significant effects to emerge at the aggregate level (Bliese 2000), as long as group means

are reliable, as they were in their study.

Second, Janus and Offord’s (2007) assessment of the multilevel (individual and

classroom) factor structure of the EDI is debatable. They purported to conduct a multilevel

covariance structure analysis using Muthen’s (1994) procedure. However, it is unclear how

the reported analyses correspond to the steps in that approach. Also, given that they report

CFI, RMSEA, and SRMR fit statistics, their analysis must have assumed that EDI item

scores are continuous, rather than categorical. Although the multilevel confirmatory factor

analysis showed similar CFI values at each of the two levels, overall model fit to the data

was poor in both cases, undermining any claims about the factor structure at either level,

much less similarity across levels.

2.3.4 EDI Teacher- and Classroom-Level Effects

To our knowledge, there has been little published research on how teacher and classroom

characteristics may influence EDI scoring. Despite the potential for bias (i.e., systematic

construct-irrelevant variation) that comes with using teachers as raters, EDI psychometric

research has been limited to small interrater reliability studies (e.g., Janus and Offord 2007)

or comparisons of EDI results with standardized assessments (Beswick et al. 2004; Forget-

Dubois et al. 2007; Hymel et al. 2011). The smallest HELP neighbourhoods are most at-

risk, as one teacher’s (potentially biased) ratings would have a disproportionately large

effect on aggregated EDI scores. For the EDI, it is methodologically challenging to assess

the potential biasing effect of rather, child, or assessment characteristics on scoring, as

each child is rated by only one teacher.

3 Method

3.1 Sample and Measure

The data used in this study come from HELP’s second cycle of provincial EDI data

collection, which began in 2005 and was completed in the spring of 2007. The available

data represent 54 of the 59 school districts in the province. Overall, there are data for

36,407 children. They live in 466 of the 478 HELP-defined neighbourhoods, and are

clustered in 2,497 classrooms.

The neighbourhoods used in the analyses are those created by HELP in advance of

provincial EDI data collection. HELP mappers consulted with representatives from all

communities in the province, about where they would draw their natural neighbourhood

boundaries. For confidentiality purposes, the minimum neighbourhood size was set at 30

kindergarten children per year.

The analyses that follow were based on the 26,005 individual child records in the

dataset where all of the teacher and classroom information on the EDI form was complete.

There was no reasonable way to impute teacher characteristics, as these variables were

missing entirely in more than 90% of the cases. The actual sample size for each scale was

not 26,005, however, due to different amounts of missing item data for each scale. For each

scale separately, cases were deleted if they had any items with missing data. The resulting

sample sizes for each scale are still very large, as shown in Table 1. The validation results

may reflect a negligible negative bias in scoring for children about whom teachers gen-

erally do not feel as well informed.
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In Table 1, both common methods for summarizing EDI scale scores are reported. In

the first method, children receive EDI scale scores that are the mean of their item scores for

that scale. In the second method, each child is categorized as vulnerable or not on each

scale. Children are categorized as vulnerable on a scale if their score falls below a cut-off,

which was defined by the distribution of scores of a normative sample of about 44,000

children from the first cycle (1999–2004) of the EDI in British Columbia (Kershaw et al.

2005).

Given the multilevel validation focus, descriptive statistics are also provided at the two

levels of aggregation that are explored in the forthcoming analyses and results. Table 2

provides a descriptive summary for each scale at the classroom/teacher level, while

Table 3 does the same at the neighbourhood level.

There were 15.3 students in the average class (N of classes = 1,702). Ninety-two

percent of teachers were female, with an average age of 40 years, average teaching tenure

Table 1 Descriptive statistics for all EDI scale scores, individual level

EDI scale N Mean,
actual
scores

Standard
deviation,
actual scores

Mean,
vulnerability
scores

Standard
deviation,
vulnerability scores

Physical 21,504 8.59 1.40 0.10 0.30

Social 24,163 8.23 1.87 0.12 0.32

Emotional 18,185 7.91 1.61 0.12 0.33

Language 20,472 8.14 1.96 0.11 0.31

Communication 24,774 7.23 2.71 0.12 0.32

Table 2 Descriptive statistics for all EDI scale scores, class level

EDI Scale N Mean,
actual
scores

Standard
deviation,
actual scores

Mean,
vulnerability
scores

Standard
deviation,
vulnerability scores

Physical 1,555 8.54 0.84 0.11 0.15

Social 1,688 8.18 0.99 0.12 0.15

Emotional 1,508 7.86 1.02 0.13 0.15

Language 1,628 8.11 1.20 0.11 0.16

Communication 1,692 7.50 1.60 0.12 0.16

Table 3 Descriptive statistics for all EDI scale scores, neighbourhood level

EDI scale N Mean,
actual
scores

Standard
deviation,
actual scores

Mean,
vulnerability
scores

Standard
deviation,
vulnerability scores

Physical 410 8.57 0.46 0.10 0.10

Social 412 8.27 0.62 0.11 0.10

Emotional 407 7.96 0.57 0.12 0.10

Language 407 8.17 0.73 0.11 0.10

Communication 412 7.29 1.03 0.10 0.09
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at the kindergarten level of 103 months, and 76% with a Bachelor degree, 16% with

graduate training or degree.

3.2 Validation Steps to Assess the Multilevel Structure of the EDI

3.2.1 Chen, Mathieu, and Bliese Framework

The first step in the Chen framework deals with the theoretical issues of construct defi-

nition. In this article, current construct definitions (see above) are assumed. When construct

definitional issues have been identified, such as retaining some items despite low factor

loadings (Janus et al. 2005) and/or Rasch model misfit (Andrich and Styles 2004), retention

has been justified in terms of meeting teachers’ domain expectations (Janus and Offord

2007).

The second step in the framework is articulating the nature of the aggregate construct by

choosing a composition model befitting one’s multilevel theoretical expectations as well as

observed patterns of within- and between-group variation. In essentially all EDI analytic

studies so far, aggregate EDI scores have either been the mean of individual scores (e.g.,

LaPointe 2006), or the percentage of vulnerable children for each developmental domain

(e.g., Kershaw and Forer 2006). Both of these aggregation methods are explored in the

multilevel validation analyses below.

Aggregating EDI scores based on the group (e.g., class) mean is an example of a

summary index compositional model. In contrast, the ‘‘percent vulnerable’’ aggregate

scores do not fit any of Chen et al.’s (2004a) model types exactly. As Kim (2004) observed,

Chen’s models do not account for aggregate scores based on within-group variability.

‘‘Percent vulnerable’’ has just this basis as it derives its meaning relative to a group-level

referent. In the case of the EDI, however, the reference group is a normative sample (see

above). Therefore, the ‘‘percent vulnerable’’ score for a group has elements of both a

summary index score (since the proportion for a binary variable is a sort of mean score) as

well as an undefined composition model based on within-group variability (since binary

vulnerability scores for individuals have been relatively defined).

In the following empirical analyses, the validation methods chosen assume a summary

index composition model for both group means and ‘‘percent vulnerable’’ scores. The

justification for the latter is that even though the cutoff score was derived in a relative way,

it is being treated as permanent for the scoring of EDI vulnerability scores for all future

waves of data collection. This reification transforms what started as a relative score into

something more absolute.

The third step in the construct validation process is to gather evidence appropriate to

this composition model. This involves a consideration of factor structure across levels and

reliability of item scores. Within-group agreement is not relevant, as aggregate EDI scores

are not based on models that rely on consensus. Determining the factor structure across

levels typically entails conducting multilevel covariance structure (i.e., multilevel SEM)

analyses. Different strategies for these analyses have been described (e.g., Hox 2002;

Muthen 1994), though each consists of a series of steps. Essentially, after producing the

pooled within-group and sigma-between covariance matrices, the factor structure at each

level can be assessed, first separately and then together.

For the EDI, due to computational considerations, it is not possible for Mplus 4.1 (the

modeling software used) to produce the pooled within-group or sigma-between covariance

matrices that are necessary for executing the stepwise Muthen (1994) strategy. This leaves

few computationally viable statistical options at present for estimating the fit of multilevel
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models with categorical items (see Forer 2009). For example, Grilli and Rampichini (2007)

recently demonstrated how, by making assumptions at each step, Muthen’s approach could

be adapted to multilevel models with a small number of categorical items. However, their

strategy does not seem viable for the EDI, due to the large number (n = 103) of items, and

the categorical and non-Gaussian nature of these items.

Here, we used two approaches. To test teacher/classroom effects, we used a scaled chi-

square difference test (Muthen and Muthen 2006; Satorra and Bentler 1999) to examine

whether the fit of the multilevel model (for individuals and classes) for each domain is

significantly improved by including available teacher/classroom covariates. We also

developed a new approach for evaluating the fit of unconditional multilevel models with

categorical data, based on examining the pattern of bivariate residual proportions. The new

Root Mean Square Residual-Proportion (RMR-P) fit statistic is calculated in a way akin to

the SRMR index (Hu and Bentler 1995; see Appendix A for details). Like the SRMR,

the RMR-P has a maximum range from 0.0 to 1.0, with a value of .05 set as the cutoff for

good fit.

The fourth step in the Chen et al. (2004a) process is an analysis of the relative amounts

of within-group and between-group variation, which provides empirical guidance about

appropriate levels of aggregation. For summary index models, two different measures can

help assess whether data collected from individuals have group-level properties (Bliese

2000; Chen et al. 2004a). The first is the level of non-independence in data, which is

measured using ICC(1); it represents the proportion of individual variance that is influ-

enced by, or depends on group membership. The second important aspect of potential

aggregation is within-group reliability, which is measured using ICC(2). This can be

considered as a coefficient of generalizability (O’Brien 1990), and indexes the reliability of

differences between group means by measuring the proportional consistency of variance

across groups (Bliese 2000; Ostroff 1992). High within-group reliability is desirable

because group means can be estimated from a small number of individuals in a group.

3.2.2 WABA Framework

The WABA approach to validation (Dansereau et al. 1984) contains four inferential

components, two of which apply to the structural aspects of multilevel construct validation.

The first is single level analysis (SLA), the purpose of which is to detect whether individual

EDI scores indicate a wholes, parts, or equivocal situation when aggregated to the class-

room-level (see above). The second inferential component is multiple-level analysis

(MLA), the purpose of which is to detect what happens to the EDI when aggregated to two

or more nested levels—whether the single-level analysis inference (i.e., wholes, parts,

equivocal) applies across both aggregate levels (cross-level), or if there are different

inferences at each level of aggregation. Here, classrooms and school districts provide the

nested aggregate levels. Aggregation at the neighbourhood level could not be used, as not

all children in the same classroom live in the same neighbourhood.

3.3 Validation Steps to Assess the Multilevel Function of the EDI

3.3.1 Chen, Mathieu, and Bliese Framework

The fifth step in this multilevel validation framework is to examine the function of the

construct across levels of analysis, by testing theorized relationships between the construct

and other constructs in its nomological network. Teacher and classroom characteristics are
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key aspects of this network, and so have been chosen as a focus for this validation step. It

has already been established in other EDI studies (Janus and Offord 2007) that between

21% and 31% of the variability in EDI scale scores can be attributed to classroom

membership.

In this study, the earlier methods to investigate the multilevel factor structure of the

each EDI scale are extended by testing the influence of teacher and classroom charac-

teristics on those factor structures. Five available teacher/classroom characteristics were

chosen for the multilevel functional analyses: teacher experience at the kindergarten level,

teacher age, teacher education, teacher gender, and class size. The influence of these

characteristics was analyzed by adding them as covariates in the ‘‘unconditional’’ multi-

level structural equation models from the third step of the Chen et al. framework, to

investigate if and how these teacher/classroom variables affect the model.

3.3.2 WABA Framework

Just as the method in the fifth step of the Chen et al. framework extends structural analyses

to address issues of functional relationships, WABA Multiple Relationship Analysis

(MRA) extends inferences made in SLA by investigating the boundary conditions of these

inferences. The moderating role for each of the same five teacher and classroom charac-

teristics was examined by comparing WABA inferences, based on E-ratios, across cate-

gories of each characteristic. If the same inference applies regardless of the category of the

moderator, then that induction is labelled by Dansereau et al. (1984) as ‘‘multiplexed,’’

reflecting a lack of moderation. However, if a wholes or parts inference is made for one

category of the moderator, and an equivocal inference is made for another category, then

the induction is labelled as ‘‘contingent’’ on the value of the moderator. For any moder-

ating effects found, the interaction was investigated further by decomposing the total

variance into its within- and between-class components, and examining patterns of vari-

ation across moderator categories.

4 Results

4.1 Chen, Mathieu, and Bliese Step 3—Psychometric Properties of the EDI Across

Levels

4.1.1 Multilevel Factor Structure for each EDI Scale (Using Actual Scores)

Table 4 summarizes the distributional properties for the residual proportions for each of

the five scales, based on EDI actual item scores. Three different factor structure models

(one-level, two-level clustered by class, and two-level clustered by neighbourhood) were

estimated for each scale. For each model, the table shows the standard deviation, the 5th

and 95th percentiles, and the minimum and maximum residual values. Given that the mean

residual is zero, the dispersion statistics are the best measures of how well each model fits

the data.

With regards to absolute magnitude, all models had quite modest residuals, subjectively

speaking. The difference between the 5th and 95th percentile scores provides one measure

of magnitude. For all 15 models, the table shows that 90% of the residual proportions were

within .035 of the observed proportions. Only one scale, Emotional Maturity, had any
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residual proportions greater than .10 in magnitude, and for the majority of models, there

were no residual proportions greater than .06.

Table 4 also shows the extent to which clustering affects the distribution of residuals.

One would expect, if class and/or neighbourhood had an important influence, that taking

clustering into account when estimating the factor structure should improve model fit by

reducing the dispersion of residual proportions. Potential reductions were examined based

on the range and standard deviation of residual proportions when clustering is included. It

should be kept in mind, however, that with residuals of such small absolute magnitude,

there is relatively little scope for improvement.

Table 5 summarizes the absolute and percent change in the range of residuals after

clustering was included in the models. Absolute change was greater than .008 for only

three of the 10 models, and in only two of those (Social Competence and Emotional

Maturity at the classroom-level) was the corresponding percentage reduction in range

Table 4 Residual bivariate proportions based on actual scores, one-level and two-level EDI models, by
EDI scale

EDI scale and model Standard
deviation

5th
percentile

95th
percentile

Minimum Maximum

Physical–1 level 0.012 -0.018 0.019 -0.051 0.073

Physical–2 levels, class 0.012 -0.015 0.021 -0.049 0.070

Physical–2 levels, neighbourhood 0.010 -0.013 0.015 -0.049 0.067

Social–1 level 0.010 -0.016 0.015 -0.085 0.091

Social–2 levels, class 0.009 -0.014 0.014 -0.061 0.083

Social–2 levels, neighbourhood 0.010 -0.016 0.016 -0.076 0.085

Emotional–1 level 0.016 -0.020 0.025 -0.084 0.125

Emotional–2 levels, class 0.012 -0.014 0.016 -0.052 0.104

Emotional–2 levels, neighbourhood 0.015 -0.025 0.024 -0.082 0.123

Language–1 level 0.007 -0.011 0.009 -0.043 0.044

Language–2 levels, class 0.006 -0.009 0.007 -0.039 0.040

Language–2 levels, neighbourhood 0.006 -0.009 0.008 -0.040 0.043

Comm.–1 level 0.015 -0.022 0.032 -0.036 0.057

Comm.–2 levels, class 0.015 -0.023 0.031 -0.037 0.056

Comm.–2 levels, neighbourhood 0.015 -0.026 0.035 -0.037 0.059

Table 5 Absolute and percent change in range of residual proportions, after clustering by class and
neighbourhood

EDI Scale Class Neighbourhood

Absolute change Percent change Absolute change Percent change

Physical -.005 -4 -.008 -6.5

Social -.032 -18 -.015 -8.5

Emotional -.053 -25 -.004 -2

Language -.008 -9 -.004 -4.5

Communication .000 0 .003 ?3
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greater than 10%. These patterns are approximately repeated when looking at the reduction

in the standard deviations of the residual proportions (see Table 4). Thus, from a purely

descriptive standpoint, the results show that the already-small residual proportions found

for the individual level models are not substantially reduced, for any EDI domain, by

accounting for neighbourhood clustering. There were two domains with larger reductions

when classroom clustering is included, but the absolute changes are still relatively small.

The results for the overall RMR-P for each scale and across levels based on actual EDI

scores can be found in Table 6. All five domains meet the good fit criterion of an RMR-P

less than .05, for the individual level model as well as both two-level models. Relatively

speaking, the best model fit is for the Language and Cognitive Development domain and

the worst model fit is for the Emotional Maturity domain. For all domains, the RMR-P

scores confirm that taking clustering into account (both class and neighbourhood levels)

results in modest improvements in fit.

Taken together, the above one-level and multilevel CFA analyses indicate a good-fitting

unidimensional model for each domain at the level of individual students, with no notable

improvements in the individual level unidimensional measurement model by taking

clustering into account. Therefore, these results suggest that domain scores are meaningful

for individual children, with no additional meaning required for aggregated scores.

4.1.2 Multilevel Factor Structure for each EDI Scale (Using Vulnerability Scores)

Given that EDI vulnerability scores are binary, a goodness-of-fit analysis of their multi-

level factor structure must also focus on residual proportions rather than correlations or

covariances. The main difference in this analysis is that there is only one CFA model over

all five domains, rather than a separate model for each domain as there was for the item

scores. This is because there are no item-level measures of vulnerability. Thus, the mul-

tilevel CFA in this case tests how well a model measuring a latent variable called ‘‘overall

vulnerability’’ fits the data for five scales of vulnerability, and how this fit is affected by

Table 6 Root mean square
residual–proportion (RMR-P),
one- and two-level EDI models,
based on actual scores, by EDI
scale

EDI scale and model RMR-P

Physical–1 level, individual .018

Physical–2 levels, individual and class .018

Physical–2 levels, individual and neighbourhood .016

Social–1 level, individual .022

Social–2 levels, individual and class .019

Social–2 levels, individual and neighbourhood .021

Emotional–1 level, individual .034

Emotional–2 levels, individual and class .026

Emotional–2 levels, individual and neighbourhood .032

Language–1 level, individual .010

Language–2 levels, individual and class .008

Language–2 levels, individual and neighbourhood .009

Communication–1 level, individual .031

Communication–2 levels, individual and class .031

Communication–2 levels, individual and neighbourhood .032
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clustering at the classroom and neighbourhood levels. The RMR-P fit statistic is used, as

before, to provide an objective method for assessing goodness-of-fit.

Table 7 summarizes the same distribution properties of residual proportions as Table 4,

but in this instance for vulnerability scores. The table shows that the residual proportions

are smaller than was the case for the actual scores. All three models have a good fit, and

there is no discernible improvement in fit by accounting for clustering at either the class or

neighbourhood levels. As with the actual scores at the domain level, the multilevel factor

structure suggests that vulnerability is meaningful at the individual level, with no

requirement for a different interpretation when aggregated.

4.1.3 Dimensionality of EDI Scales at the Classroom and Neighbourhood Levels

So far, the results have shown that multilevel SEM models of unidimensional EDI scales fit

well for scores for individual children. However, these results do not address the dimen-

sionality of the EDI scales at either the classroom or neighbourhood level. These one-level

analyses are an important aspect of the validation of the EDI, as the instrument was

developed specifically to be interpreted using aggregated scores.

To assess the dimensionality of each EDI scale at these aggregated levels, a three-step

analytic approach was employed. First, at each of the class and neighbourhood levels, a

one-level CFA was conducted for each domain. The purpose of this step was to conduct a

strict test of unidimensionality for each scale at each level, based on appropriate fit sta-

tistics. For those scales that did not meet this more exacting standard for unidimensionality,

follow-up exploratory factor analyses (EFAs) were conducted as second and third steps in

the analysis. The second step involved conducting an eigenvalue ratio test of the EFA

results (Gorsuch 1983), which provides a more liberal test of unidimensionality than a CFA

analysis. If a scale (at a particular level) did not meet either of these two tests of unidi-

mensionality, then the EFA proceeded to determine the number of factors necessary to

have a good combination of model fit and interpretability.

The one-level CFA analyses reported in Table 8 are based on the mean score per item,

aggregated at either the class or neighbourhood level. Therefore, unlike the previous

multilevel CFA analyses, the measures are continuous rather than categorical, which

allows a range of fit statistics to be calculated. In these models, a robust variant of

maximum likelihood estimation was used, to be consistent with the previous multilevel

analyses.

Table 8 shows three model fit statistics for each domain, at both the class and neigh-

bourhood levels. Root Mean Square Error of Approximation (RMSEA) values below .05 are

indicative of good fit, though values as high as .08 are considered adequate (Byrne 1998).

Based on this criterion, there were two instances where the items of a scale adequately fit a

one-dimensional model—Physical Health and Well-Being at the classroom-level, and

Table 7 Residual bivariate proportions based on vulnerability scores, one-level and two-level EDI models

Model Standard
deviation

5th
Percentile

95th
Percentile

Minimum Maximum RMR-P

One-level (ind. only) 0.006 -0.013 0.008 -0.013 0.014 .009

Two levels (ind. and class) 0.006 -0.013 0.009 -0.014 0.017 .009

Two levels (ind. and n’hood) 0.007 -0.014 0.010 -0.015 0.015 .010
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Communication and General Knowledge at the neighbourhood level. However, for the

former, the RMSEA was exactly at the .08 adequate-fit threshold, and the two other fit

statistics did not reach either of the criteria for good fit (i.e., [.90 for CFI and \.05 for

SRMR). Thus, there is justification for further investigation using exploratory factor analysis

(EFA). For the Communication and General Knowledge scale at the neighbourhood level,

however, model fit was good for all three fit statistics.

4.1.4 Exploratory Factor Analysis: Eigenvalue Ratio Results

The eigenvalue ratio for each scale at each level of aggregation is shown in Table 9. The

results indicate essential unidimensionality (Gorsuch 1983) for the Social Competence,

Language and Cognitive, and Communication and General Knowledge domains, at both

levels of aggregation.

4.1.5 Exploratory Factor Analysis: RMSEA and Interpretability Results

The loadings for all of the EFA solutions discussed below can be found in Forer (2009).

For the Physical Health and Well-being scale at the classroom-level, the RMSEA for the

one-factor solution was .074. However, seven of the 13 items were not interpretable for this

factor, having loadings well under 0.40 (cf. Stevens 2009). The two-factor solution had an

improved RMSEA of 0.055 and better interpretability. The first factor had four items, the

second had five items, and there were four items unassociated with either factor. The three-

factor solution had an RMSEA of 0.039, but with the same four items lacking association

with any factor. Therefore, the two-factor solution seemed best, even though not all items

loaded strongly on either factor.

Table 8 Fit statistics–one-level
CFAs for each EDI scale, at the
class and neighbourhood levels

CFI comparative fit index

RMSEA root mean square error of
approximation

SRMR standardized root mean
square residual

Bolded values indicate adequate
fit

EDI scale and level CFI RMSEA SRMR

Physical–class level 0.793 0.080 0.104

Physical–neighbourhood level 0.700 0.127 0.125

Social–class level 0.732 0.113 0.077

Social–neighbourhood level 0.639 0.106 0.097

Emotional–class level 0.475 0.118 0.148

Emotional–neighbourhood level 0.403 0.119 0.149

Language–class level 0.681 0.087 0.080

Language–neighbourhood level 0.591 0.105 0.088

Communication–class level 0.964 0.097 0.018

Communication–neighbourhood level 0.966 0.054 0.025

Table 9 Exploratory factor
analysis, ratio of eigenvalues
(First:Second), all scales, class
and neighbourhood levels

* EFA not necessary, as CFA
strict test already indicates
unidimensionality

EDI scale Class
level

Neighbourhood
level

Physical health and well-being 2.46 2.40

Social competence 7.00 5.13

Emotional maturity 2.78 2.60

Language and cognitive development 4.97 5.40

Communication and general knowledge 10.38 *
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At the neighbourhood level, the pattern for the Physical Health and Well-being scale

was similar. The RMSEA was 0.049, but six items did not load adequately on the factor.

For the two-factor solution, nine of the 13 items loaded on one factor or the other, and the

RMSEA was 0.054. The three-factor solution did not help to place these four items, and so

the two-factor solution was again preferred.

For the Emotional Maturity scale at the class level, fit was poor for the one-factor

solution (RMSEA = 0.114), and adequate for the two-factor solution (RMSEA = 0.076).

After promax rotation, the latter solution consisted of an eight-item factor and a 20-item

factor, with two items with loadings under 0.40. Interpretability and fit were both improved

for the three-factor solution. The RMSEA statistic was now 0.063, and there was now an

eight-item factor, a 14-item factor, and a seven-item factor, with only one item not

associated with a factor. Therefore, the three-factor solution seemed best for this scale at

the class level.

At the neighbourhood level for the Emotional Maturity scale, the one-factor solution

had only mediocre fit (RMSEA = 0.086). The fit improved (RMSEA = 0.054) for the

two-factor solution, but three of the 30 items had loadings under 0.40 for either factor. The

three-factor solution had the best combination of fit (RMSEA = 0.046) and interpret-

ability, as all 26 items had loading of 0.40 or higher on one-factor only.

4.1.6 Internal Consistency Reliability

Internal consistency reliability can be calculated using the actual EDI scores for each of the

five scales, but it cannot be calculated for the vulnerability scores as they only exist at the

scale level. According to Chen et al. (2004a), for summary index composition models, as is

the case for the EDI actual scores, internal consistency should be assessed at the individual

level only. Table 10 shows the coefficient alpha values for each of the five EDI scales. All

scales have internal consistency reliability higher than the commonly-held acceptable

threshold of .70. (The reliability values obtained are very similar to those reported by Janus

et al. 2005).

4.2 Chen, Mathieu, and Bliese Step 4—Variability Between and Within Groups

Table 11 shows that ICC(1) values at the classroom-level of aggregation using the actual

EDI scores ranged from .19 to .25. In other words, from 19% to 25% of the variation in

scores can be attributed to something about classrooms or teachers. (These results are

similar to those found by Janus and Offord (2007) for other Canadian kindergarten chil-

dren, where the ICC(1) values for each domain ranged from .21 to .31.) In the literature,

ICC(1) values over .15 are considered large (e.g., Hox 2002).

Table 10 Internal consistency,
actual scores, individual level, all
five EDI scales

EDI scale Number of
students

Coefficient
alpha

Physical health and well-being 21,504 .78

Social competence 21,163 .96

Emotional maturity 18,185 .93

Language and cognitive development 20,472 .92

Communication and general knowledge 24,774 .94
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Table 11 shows that the ICC(1) values for the vulnerability scores were substantially

lower than those for the actual scores. This makes sense, as teachers are doing the EDI

rating directly, while the vulnerability scores are derived scores that are based on the

provincial distribution of scores.

Neighbourhood level ICC(1) values, based on actual scores, ranged from .040 to .073

across the five scales. These values were much lower than the corresponding classroom-

level ICC(1) values. Similarly, the neighbourhood level ICC(1) values based on vulnera-

bility scores were much lower than those at the classroom-level.

Table 12 shows that the mean scores are reliable at both the classroom and neigh-

bourhood levels, with ICC(2) values ranging from 0.72 to 0.84. However, the reliability of

the corresponding vulnerability scores are always lower than for the mean scores, typically

only reaching a level of marginal reliability. The Language and Cognitive domain at the

neighbourhood level, and the Communication and General Knowledge Domain at both

levels approached acceptable levels of ICC(2) reliability for the vulnerability scores.

4.3 Results of WABA Approach to Determining Appropriate Aggregation

4.3.1 WABA Single-Level Analysis (SLA)

The results of the WABA Single Level Analysis, based on actual scores at the class level

for each of the five EDI scales, are shown in Table 13. For all domains, the preponderance

of total variation was within-classes, as shown by the relative values of the eta correlations

Table 11 Intraclass correlation coefficient (1), by scale, level of analysis, and mean scores versus vul-
nerability scores

EDI scale Class Neighbourhood

Mean Vuln. Mean Vuln.

Physical health and well-being .24 .11 .06 .03

Social competence .19 .12 .04 .03

Emotional maturity .21 .10 .05 .02

Language and cognitive development .22 .12 .07 .02

Communication and general knowledge .25 .15 .07 .04

All P’s \ .001

Table 12 Intraclass correlation coefficient (2), by scale, level of analysis, and mean scores versus vul-
nerability scores

EDI scale Class Neighbourhood

Mean Vuln. Mean Vuln.

Physical health and well-being .82 .65 .81 .63

Social competence .77 .67 .72 .61

Emotional maturity .79 .61 .77 .59

Language and cognitive development .81 .67 .83 .70

Communication and general knowledge .84 .70 .83 .73
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within and between, as well as the corresponding E-ratios. (The inference of ‘‘parts’’ is

based on the practical significance criteria established for WABA as an E-ratio less than

0.767.)

When a ‘‘parts’’ inference is made in terms of practical significance, an F-ratio test is

used for statistical significance, but in this case, the ratio is reversed from the usual one-

way ANOVA F-ratio. As Table 13 shows, the F value is less than one for all domains, and

so the inference of a within-class effect is rejected. In fact, the more usual F-ratio that tests

for a between-class effect is strongly significant for all domains. When this pattern of

results is found, WABA analysts (Dansereau, personal communication, January 22, 2007)

conclude that an ‘‘equivocal’’ inference is appropriate (i.e., that there is no consistent

evidence of a group effect, either between- or within groups).

When the same analysis was conducted using vulnerability scores, the results showed

the same patterns. Furthermore, when SLA analyses, for both actual and vulnerability

scores, were also conducted using aggregation of individuals to the neighbourhood level,

the same patterns of results were found. Compared to the two respective class-level WABA

analyses, E-ratios at the neighbourhood level were consistently smaller, reflecting a greater

proportion of within-group variation. This pattern of results relates to the larger group sizes

at the neighbourhood level of aggregation, which are in the range of 45 to 60 children

(compared to 12 to 15 at the class level). Generally, as group size increases, so does the

proportion of total variation that is within-group.

4.3.2 WABA Multiple-level Analyses (MLA)

Multiple-level analyses were conducted for two nested levels of aggregation, the class and

school district levels. Table 14 summarizes the MLA analyses for each domain using

actual EDI scores. The pattern of a ‘‘parts’’ inference using the E-ratio, and a ‘‘wholes’’

inference using the F-ratio is found again, and so the final inference at the school district

level is ‘‘equivocal.’’ Since both levels of aggregation have the same ‘‘equivocal’’ infer-

ence, the overall MLA inference is also ‘‘equivocal.’’ In other words, there is no emergent

group effect (either ‘‘parts’’ or ‘‘wholes’’) found by taking the higher level of aggregation

into account. EDI scores remain meaningful at the individual level, according to the

WABA MLA. When the same multiple-level analysis is conducted using vulnerability

scores for each domain, the same pattern of results and conclusions is found.

Table 13 Results of the WABA single level analysis using actual scores, class level, all five EDI scales

Phy Soc Emo Lan Com

Eta correlation between 0.54 0.49 0.54 0.55 0.56

Eta correlation within 0.84 0.87 0.84 0.84 0.83

E-ratio 0.64 0.57 0.64 0.65 0.67

E-ratio inference Parts Parts Parts Parts Parts

F-ratio 1 (MSWith/MSBet) 0.19 0.23 0.22 0.20 0.16

Probability for F-ratio 1 1.00 1.00 1.00 1.00 1.00

F-ratio 2 (MSBet/MSWith) 5.44 4.30 4.58 4.84 6.12

Probability for F-ratio 2 \.001 \.001 \.001 \.001 \.001

Final inference Equivocal Equivocal Equivocal Equivocal Equivocal
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4.4 Chen et al. Step 5—Effect of Teacher and Classroom Characteristics

4.4.1 Results of Multilevel CFA with Covariates

The analytic strategy employed was analogous to that of hierarchical multiple regression,

adding blocks of teacher and classroom variables to investigate if and how they affect the

model with respect to between-classroom variation. An omnibus test for the block of six

covariates was conducted first, to establish whether the covariates as a whole improve the

model significantly. Further interpretation of the influence of individual covariates was

limited to situations where the omnibus test was statistically significant. The coefficients

for all multilevel models are not reproduced here; they can be found in Forer (2009).

For the Physical Health and Well-Being and the Language and Cognitive Development

scales, the between-classroom variance for the unconditional model is not statistically

significant from zero (z = 1.39, P = .16; z = 1.65, P = .10, respectively). Therefore, it

was not necessary to test for any significant covariate effects.

For the Social Competence scale, the between-classroom variance in the unconditional

model for Social Competence is significantly greater than zero (z = 2.25, P = .02).

However, there was no statistically significant improvement in model fit by adding the

block of six covariates, v2(6, N = 24,163) = 8.4, P = .21.

For the Emotional Maturity scale, the amount of between-classroom variance in the

unconditional model is significantly greater than zero (z = 11.13, P \ .0001). The effect

Table 14 Results of the WABA multiple-level analysis using actual scores, class and school district levels,
all five EDI scales

Phy Soc Emo Lan Com

Class level

Eta correlation between 0.54 0.49 0.54 0.55 0.56

Eta correlation within 0.84 0.87 0.84 0.84 0.83

E-ratio 0.64 0.57 0.64 0.65 0.67

E-ratio Inference Parts Parts Parts Parts Parts

F-ratio 1 (MSWith/MSBet) 0.19 0.23 0.22 0.20 0.16

Probability for F-ratio 1 1.00 1.00 1.00 1.00 1.00

F-ratio 2 (MSBet/MSWith) 5.44 4.30 4.58 4.84 6.12

Probability for F-ratio 2 \.001 \.001 \.001 \.001 \.001

Inference, class level Equivocal Equivocal Equivocal Equivocal Equivocal

School district level

Eta correlation between 0.26 0.23 0.25 0.35 0.25

Eta correlation within 0.97 0.97 0.97 0.94 0.97

E-ratio 0.27 0.24 0.26 0.37 0.25

E-ratio inference Parts Parts Parts Parts Parts

F-ratio 1 (MSWith/MSBet) 0.40 0.45 0.43 0.20 0.40

Probability for F-ratio 1 1.00 1.00 1.00 1.00 1.00

F-ratio 2 (MSBet/MSWith) 2.51 2.21 2.32 4.99 2.47

Probability for F-ratio 2 \.001 \.001 \.001 \.001 \.001

Inference, district level Equivocal Equivocal Equivocal Equivocal Equivocal

Overall MLA inference Equivocal Equivocal Equivocal Equivocal Equivocal
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of adding the six covariates is also statistically significant, v2(6, N = 18,185) = 13.2,

P = .0407. Teachers with graduate training or a graduate degree were associated with

higher classroom Emotional Maturity scores than those with Bachelor degrees only,

z = 3.11, P = .0019.

For the Communication and General Knowledge scale, the between-classroom variance

in the unconditional model is significantly greater than zero (z = 11.19, P \ .0001).

Adding the six covariates significantly improves the model, v2(6, N = 24,774) = 79.6,

P \ .0001. Higher Communication and General Knowledge classroom scores are associ-

ated both with increasing number of kindergarten children in the classroom, z = 3.55,

P = .0004, as well as with decreasing teacher age, z = -6.35, P \ .0001.

4.5 WABA Analyses—Teacher and Classroom Characteristics as Moderators

Teacher and classroom characteristics can also potentially play a moderating role in

whether the appropriate multilevel inference is one of ‘‘wholes’’, ‘‘parts’’, or ‘‘equivocal.’’

The following analysis addresses whether these WABA inferences have any boundary

conditions, as defined by the five classroom and teacher covariates. In keeping with MRA

analysis, where moderators are conceptualized as boundary conditions, the continuous

variables were converted to categorical variables, each with four values. The categories

were chosen so that there were an approximately equal number of teachers in each cate-

gory. The four categories for number of children in the class were: 10 or fewer, 11–16,

17–19, and 20 children or more. The four categories for months of experience as a kin-

dergarten teacher were: less than 30, 30–70, 71–150, and 151 months or more.

4.5.1 Results of the MRA Analysis

For all five EDI scales, an inference of ‘‘parts’’ was found for all categories in teacher

gender, teacher age, experience as a kindergarten teacher, and teacher education. Thus, a

Table 15 E-Ratios for number
of students in the class, by EDI
scale

Inference: aEquivocal, bParts

Number of students
in the class

Phy Soc Emo Lan Com

10 or fewer .79a .77a .78a .82a .87a

11–16 .64b .57b .62b .57b .64b

17–19 .60b .51b .58b .58b .64b

20 or more .62b .54b .56b .63b .64b

Table 16 Variances between and within for each category of number of students in the class, by EDI scale

Number of students
in the class

Physical Social Emotional Language Communicat.

Betw. With. Betw. With. Betw. With. Betw. With. Betw. With.

10 or fewer 0.91 1.48 1.64 2.76 1.03 1.70 1.87 2.75 3.49 4.62

11–16 0.62 1.52 0.89 2.76 0.69 1.77 0.97 3.00 2.14 5.19

17–19 0.53 1.47 0.73 2.87 0.61 1.85 0.96 2.81 2.18 5.28

20 or more 0.55 1.44 0.86 2.91 0.59 1.89 1.11 2.84 2.15 5.25
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parts inference applies across conditions for all of these variables, implying that this

inference is multiplexed. The number of children in the classroom (see Table 15), how-

ever, did show a pattern of contingent induction, for each of the five EDI scales. Specif-

ically, an inference of an equivocal situation is made when the class size was 10 or less,

while the usual inference of parts applied to the other categories of this variable.

To look more closely at this moderating effect of class size, each E-ratio was decom-

posed into its numerator and denominator, so that between and within variance could be

compared across the four moderator categories. Table 16 shows this variance breakdown

for the four categories, for each of the EDI scales. A similar pattern can be seen regardless

of scale. The within-group variance is relatively consistent across categories of the mod-

erator, while for the between-group variances, the first category (10 students or less) is

higher than for the other three categories.

The potential inference that the between-group variance is not homogenous across these

categories was tested using the Fmax statistic. Tests for all scales were statistically sig-

nificant (all Ps \ .0001), with Fmax ranging from 1.63 to 2.24 (dfs from 565 to 703 for both

numerator and denominator). This confirms the inference that the between-group variance

across categories is not homogeneous. As for the within-group variances, the Fmax statistics

were clearly smaller, ranging from 1.06 to 1.14 (dfs greater than 10,000 for all numerators

and denominators). These observed within-group Fmax statistics are too small in absolute

value to be considered practically significant. Therefore, the above pattern of results

suggests that the only meaningful variance differences are at the between-group-level.

These between-group differences were then compared for all six pairwise combinations

of class size, for each of the EDI scales. Each comparison involved taking the ratio of the

higher variance to the lower variance, which can be tested statistically using an F-ratio. All

pairwise comparisons involving the lowest category (10 kindergarten students or less) were

significant, while all other pairwise comparisons failed to reach statistical significance,

after using a Bonferroni-adjusted critical alpha.

In sum, the WABA MRA analysis indicates that only class size moderates the pattern of

variation enough to change the appropriate inference. There is significantly greater

between-group variation, but no difference in within-group variation, when the number of

kindergarten children per class is relatively small. In other words, teachers with small class

sizes were more likely than other teachers to rate students absolutely rather than relatively.

5 Discussion

The broad purpose of this paper has been to highlight multilevel construct validation by

exploring its foundations, and describing two methodological approaches and their asso-

ciated validation techniques to the multilevel construct validation of the EDI.

5.1 Two approaches to multilevel validation

Both of the analytical approaches explored in this article share the same general goal of

determining when aggregation of individual scores is justified, based on patterns of within-

group and between-group variability. Either homogeneity of individuals within groups or

heterogeneity between groups (or both) is taken as evidence, by both approaches, that

aggregation is justified (Klein et al. 2000). Beyond this commonality, the two approaches

have quite different foundational assumptions. The most important is that WABA allows

for a third multilevel pattern—interdependent individuals within groups. WABA
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practitioners also emphasize practical significance, arguing for their E-ratio because it is

unaffected by sample size (Dansereau and Yammarino 2004, 2006). In response, the

advocates of ICC(1) and ICC(2) argue that eta-squared (the building block of the E-ratio) is

sensitive to group size (Bliese and Halverson 1998; Chen et al. 2004b). These issues about

the influence of group size and number of groups on these statistics are difficult to resolve,

as they are based on different assumptions about the appropriateness of modeling within-

group variation (Hofmann and Jones 2004).

Within this debate about the merits of each approach to multilevel construct validation

(e.g., Chen et al. 2004b; Kim 2004), there is also recognition that these approaches can be

complementary (Dansereau and Yammarino 2000; Klein et al. 2000). WABA is unique in

its general purpose of assessing the appropriate level(s) of aggregation for variables, rather

than assuming the levels beforehand. In contrast, HLM (Bryk and Raudenbush 1992) and

SEM models assume that variables expressed at particular levels of aggregation are valid.

WABA can therefore be used as a screening technique to establish, for the variables in the

model, the appropriate level(s) of aggregation for later HLM or SEM analyses. WABA

does not attempt to assess causal claims (as in SEM) or predict variability in slopes (as in

HLM); if these analyses were desired, they would follow WABA analyses using levels

established as appropriate.

5.2 Main Validation Results for the EDI

This complementarity of approach and purpose has been demonstrated in this paper. The

WABA analyses considered different levels of aggregation a priori, and concluded that

individual scores are the appropriate level of analysis for each of the EDI scales. The

multilevel SEM models assumed clustering at the class and neighbourhood levels, and then

the effects of these clusters on model fit were analyzed. Model fit was not significantly

improved by clustering. Thus, these two approaches came to the same conclusion that a

measurement model for EDI scale scores is best situated at the individual child level.

The strength and reliability of classroom-level effects were also assessed by calculating

the intraclass correlation coefficients ICC(1) and ICC(2), respectively. The ICC(1) values

indicate that a substantial portion of the overall variance in the actual scores is attributable

to the classroom-level, and the ICC(2) values confirm that these means are reliable.

These two results (lack of a significant clustering effect, but a sizeable ICC(1)), may

seem contradictory at first glance. The resolution lies in the different purposes of these two

analyses. The SEM analyses are concerned with whether the items in an EDI scale come

together to represent one latent variable. By including a between-class variance compo-

nent, the question is whether this unidimensional representation is improved by taking this

clustering into account. The answer is that a unidimensional model fits very well for each

scale whether or not between-classroom variance is included. This good-fitting unidi-

mensional model justifies the calculation of a total or mean score, which in turn allows for

the calculation of ICC(1) and ICC(2) statistics, which are based on the total score. The

question that is answered by the ICC(1) statistic is how much of the total variance in the

individual scores can be explained by class membership.

How consistent is this multilevel pattern of results with the EDI level of theory as

described by its developers? According to Janus and Offord (2000, 2007), the EDI is

theoretically situated in a social constructionist framework, but EDI scores should never be

interpreted at the individual child level.

There are several key premises in a social constructivist philosophy of child develop-

ment (see Meisels 1999 for a description). One is that individual children are active,
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unique, and complex. Another is that process of learning and development is driven by the

dynamic interplay over time of children with their many environments. Young children

actively construct meaning by discovering new concepts, principles, and facts. Teachers

can facilitate this process, both by challenging students with learning tasks slightly above

their current developmental level (i.e., using Vygotsky’s (1978) concept of the zone of

proximal development), and by reinforcing the idea that teacher and student are mutually

and equally involved in learning.

Therefore, one implication of situating the EDI within a social constructionist frame-

work is that the theory must include the individual child level. Janus and Offord (2007,

p. 5) are explicit that this is true for the EDI, which ‘‘is positioned in the context of a social

constructionist approach by providing the ‘child’ component necessary to complete the

whole picture of community-based school readiness.’’ In terms of construct validation, this

means that individual variation is relevant to the construct, and so the construct must take

individual differences into account. So far, this shows a good match between EDI level of

theory and the results.

The apparent contradiction between embracing a social constructionist philosophy

while disallowing individual level interpretations of EDI scores needs to be understood in

context. The philosophy reflects the growing dominance of interactionist models of

development, such as Bronfenbrenner’s (1977) ecological model, as well as the simulta-

neous availability of multilevel statistical techniques such as HLM (Bryk and Raudenbush

1992) for testing these models. The caution against individual-level interpretations reflects

the population health orientation of the two major Canadian proponents of the EDI (the

Offord Centre for Child Studies at McMaster University, and the Human Early Learning

Partnership at the University of British Columbia), but is also a reaction to the historically

poor predictive validity of child-level school readiness measures (Ellwein et al. 1991). This

poor predictive validity is not due to the fact that HLM models were likely not being used

in the 1970’s and 1980’s. If anything, not using HLM models would result in deflated

standard errors of predictive validity coefficients, and hence overly optimistic conclusions.

Individual scores are meaningful, but philosophically and practically, the focus of potential

score use and interpretation, as well as interventions, is at a community, rather than

individual level.

Until Janus and Offord’s (2007) multilevel study, EDI reliability and validity studies

were conducted at the individual level only. The assumption seemed to be that if validity

and reliability are demonstrated at the individual level, then this would extend automati-

cally to any level of aggregation. This assumption allows the possibility of spurious

inferences due to making an atomistic inferential error (Diez-Roux 1998). More validation

attention needs to be given to the validity of aggregated scores, if that is the level of theory

(i.e., inferences) for EDI scores.

A developmental construct like social competence certainly does not have the same

meaning for individuals as it has for classes, schools, or neighbourhoods. For example,

whatever genetic component of social competence accounts for individual differences

between children, there can be no such component that distinguishes entities like schools.

On the other hand, given that social competence, by definition, involves a relation with the

context, it is likely that the variables that relate to social competence at the individual level

probably also relate similarly at higher levels of aggregation. This is what Bliese (2000)

calls a ‘‘fuzzy composition model’’ for a multilevel construct, where the meaning is

similar, but not identical, across levels. In other words, a completely new meaning for

something like social competence does not necessarily emerge for schools or

neighbourhoods.
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This fuzziness is captured in the results of the factor analyses at the class and neigh-

bourhood levels, which showed that for two of the EDI scales (Physical Health and Well-

being, and Emotional Maturity), essential unidimensionality found at the individual level

does not extend to either aggregate level. For the Physical Health and Well-being scale, a

two-factor solution was preferred for both levels (with some items not loading on either

factor), while for the Emotional Maturity scale, a three-factor solution made sense for both

levels. The pattern of results in this study suggests, for these two EDI scales, that subscale

scores (based on the items in each factor) should be summarized at a population level,

rather than the overall scale scores.

5.3 Teacher/Classroom-Level Effects

How consistent is the finding of classroom-level influences in the range of 19%–25% of

total variance with the EDI developers’ level of theory? On one hand, a clear implication of

a social constructivist perspective is that the ideal level of theory is a multilevel one,

implying influences on individual development from phenomena at a variety of levels of

aggregation, such as the class, the school, the school district, and the neighbourhood. On

the other hand, ICC(1) values of this range are perhaps unexpectedly high, as will be

explained below.

The idea of using kindergarten teachers as raters makes good sense from a population

health/educational policy perspective. Kindergarten is the first opportunity to capture data

systematically and quickly from essentially all individual children in a jurisdiction.

Teachers have gotten to know each child well enough to provide accurate and informed

scores on the 103 EDI core items. Population-level school readiness data, which can be

linked to other large-scale data relating to children’s development, makes possible the shift

from the traditional individual differences approach to development, to the current

emphasis on the social determinants of population health (Guhn et al. 2007).

In addition to the utilitarian advantage, teachers’ ratings of student outcomes, compared

to direct measures by trained assessors, have demonstrated advantages in predictive

validity. In terms of predicting early academic achievement, Kim and Suen’s (2003) meta-

analysis showed that teacher ratings are superior to direct assessments. Duncan et al.

(2007) concurred that teacher-rated school readiness has good predictive validity for school

achievement, even seven years later. With respect to the EDI in particular, Forget-Dubois

et al. (2007) found that the EDI’s predictive validity for Grade 1 outcomes was close to that

of a battery of much more labour-intensive direct assessments.

With these advantages of using teachers as raters, there are two important trade-offs that

potentially undermine the multilevel construct validity of the EDI. First, consistent with a

social constructionist point of view, teachers by definition are measuring the develop-

mental status of their students including the influence that they as teachers have had on

them. The results indicate that this influence, however short-lived compared to other

influences, may account for up to 19%–25% of the total variation in children’s scoring.

The second trade-off is that this between-class variation may be irrelevant to the con-

struct, which would bias individual scores. Given the sizeable ICC(1) values after only

six months of exposure to teacher influences, it seems likely that at least some of the

teacher variation is construct-irrelevant. Examples of systematic construct-irrelevant var-

iation would be between-teacher variability in the leniency or severity of ratings, or a

tendency to systematically rate particular subgroups of children using a different standard

than for other children. Random processes also contribute to the construct-irrelevant

variation in the form of measurement error (i.e., less-than-perfect rater reliability).
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Unfortunately, statistically distinguishing between construct-relevant and construct-irrel-

evant classroom-level variation is often not possible. The potential effects (whether con-

struct-relevant or irrelevant) of teacher and classroom characteristics for each EDI scale

were examined by adding these as covariates in a multilevel CFA, and by conducting a

WABA MRA analysis.

5.4 Adding Teacher/Classroom Covariates to the Multilevel CFA

Of the five EDI scales, two (Physical Health and Well-being, and Language and Cognitive

Development) had between-class variation that was not statistically distinguishable from

zero, precluding any examination of effects at the classroom-level. Significant teacher and/

or classroom effects were found for the Emotional Maturity as well as the Communication

and General Knowledge scales. Teachers with graduate training or a graduate degree gave

higher Emotional Maturity scores than teachers with Bachelor degrees but no graduate

school education. With regards to Communication and General Knowledge, younger

teachers and those with more students in their classrooms gave higher scores than older

teachers or those teaching fewer students. Although there was non-zero between-class

variation for the Social Competence scale, the six classroom-level predictors together did

not account for a significant amount of this variation.

There are very few studies examining teacher and classroom effects on development for

children in this general age range, and only one study where multilevel modeling was used.

In this study, Mashburn et al. (2006) found, for pre-kindergarten children, that teacher

ratings of social competence and problem behaviours (similar to Emotional Maturity for

the EDI) were associated with a few teacher and classroom characteristics, after taking

individual child characteristics into account. With regards to the specific characteristics

that were also considered in this study, higher social competence ratings were found for

teachers with less teaching experience, and for classrooms with fewer students. Teachers

with more teaching experience rated their students as having more behaviour problems. No

teacher education effects were found. Teacher age and gender were not considered as

potential predictors in their study.

In contrast to the Mashburn et al. (2006) results, the current study found that Emotional

Maturity ratings were unrelated to teaching experience, but were higher for teachers with

graduate-level education. More teaching experience, rather than less (as in the Mashburn

study), was associated with higher scores on Social Competence, though this individual

effect was not interpreted due to the lack of an omnibus covariate effect.

There are a number of potential explanations for the relationship between teacher

education and Emotional Maturity scores. Perhaps more educated teachers are particularly

adept, as a result of knowledge gained at graduate school, at providing learning oppor-

tunities for their students that relate to emotional development. Alternatively, it may be a

selection effect—teachers with graduate training may be assigned preferentially to classes

where students are particularly emotionally mature, or may choose to teach in neigh-

bourhoods with emotionally more mature children. However, one might expect that more

experienced teachers would also have more capacity to choose their classrooms or schools,

yet emotional maturity was not related to experience.

There were two teacher/classroom effects found for the Communication and General

Knowledge scale, with younger teachers and larger class sizes associated with higher

scores. Perhaps younger teachers have lower expectations for children on this domain than

older teachers, who better appreciate the importance of good communication skills. As

before, a selection effect may also come into play, with younger teachers more likely to
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work outside of the Greater Vancouver area of British Columbia, where there are far fewer

English-as-a-Second-Language students. The positive association between class size and

Communication and General Knowledge scale scores is more challenging to understand.

Perhaps in smaller classes, where teachers have more opportunity to interact with students

individually, teachers give more accurate ratings on this scale. In larger classes, teachers

may give more ‘‘benefit of the doubt’’ to students whose communication skills they know

less well.

The lack of consistency between the current results and those of Mashburn et al. (2006)

is not surprising, given differences in how the outcome and explanatory variables were

measured, the age of the children, and especially the types and purposes of models tested.

For example, Mashburn et al. (2006) controlled for individual child characteristics in an

HLM model designed to test classroom-level predictors of social/emotional development,

whereas the present study had no individual level covariates, and used two-level CFA to

test whether the fit of the multilevel measurement model relates to classroom-level

characteristics.

5.5 Teacher/Classroom Characteristics as Potential Moderators

No moderation effect was found for any of the teacher characteristics: age, gender, edu-

cation or experience. However, the appropriate inference was contingent on class size.

When class size was 10 or less, the E-ratio inference indicated ‘‘independent individuals,’’

but when it was higher, this inference changed to ‘‘heterogeneous individuals.’’ These

results suggest that teachers with small class sizes were more likely to rate students

absolutely rather than relatively. This makes logical sense, as teachers should have a better

opportunity to get to know their students when class size is small.

The findings in this study of more absolute teacher ratings when class sizes are small is

consistent both with the educational literature on the benefits of smaller class sizes, and

with a social constructionist view of effective teaching and learning. Absolute teacher

ratings imply greater knowledge of students as individuals, which in turn should be pos-

itively related to the frequency and quality of teacher-student interactions. Indeed, many

researchers (e.g., Blatchford et al. 2003; Kreiger 2003; Pedder 2006) have found that

smaller classes are associated with more knowledge of pupils, and more one-to-one

teaching and support. Consistent with an interactionist perspective, students are also more

actively engaged in their learning when class sizes are small (Finn et al. 2003) showing a

greater likelihood of initiating and sustaining contact with teachers (Blatchford et al. 2007).

Smaller classes provide a more intimate learning context, where rules, relationships, and

dynamics are qualitatively different, than larger classes (Pellegrini and Blatchford, 2000).

5.6 Relative Scoring is Construct-Irrelevant

Modern interaction-based conceptions of human development (e.g., Bronfenbrenner 1977)

would theorize that a child’s developmental status midway through kindergarten has been

influenced through interactions with the teacher. Beyond teachers’ influence on children’s

developmental status, they are also the raters on the EDI, which makes it difficult to

distinguish between construct-relevant and construct-irrelevant sources of score variance.

Thus, a finding that younger teachers tend to give higher scores on the Communication and

General Knowledge scale is not necessarily evidence of construct-irrelevant variance. It

may be that younger teachers are, for example, more lenient in their ratings for this scale
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(irrelevant), or perhaps younger teachers tend to do a better job of encouraging the abilities

pertaining to this scale (relevant).

However, even within an interactionist framework, the finding of more absolute scoring

for small class sizes is difficult to construe as construct-relevant variance. To be relevant, it

would imply that children’s developmental status would be more interdependent for

children in larger classes, and more independent for those in small classes. If anything,

from an interactionist perspective, the opposite trend would be expected. The construct-

irrelevant explanation—that scoring is affected by how well teachers get to know their

students—makes better intuitive sense.

5.7 General Cross-Level Implications

One of the implications of multilevel measurement, as Zumbo and Forer (2011) have

noted, is that such tests can have consequences for policy decisions that can impact

individual students, despite the intention to limit interpretation (and intervention) to the

community-level. One good example of this is the British Columbia government’s stated

goal of reducing the proportion of developmentally vulnerable children to under 15% by

the year 2015 (Province of British Columbia 2008), based on EDI test results. This goal

places the emphasis on individual level developmental vulnerability, rather than the

community-level vulnerability that is considered meaningful in the EDI view of school

readiness. If instead, the provincial goal for 2015 had been for fewer than 15% of the 478

provincial neighbourhoods to have vulnerability rates above a particular threshold, this

would be more consistent with the view of the EDI as community-level measure. It would

also put the onus on community-level interventions. The provincial goal, as currently

defined, inadvertently encourages interventions designed to impact individual students. By

focusing on individual students rather than communities, there is also the possible unin-

tended consequence that the goal could be achieved by focusing interventions or resources

on more population-rich parts of the province, like the Greater Vancouver area.

Despite these undesirable cross-level consequences, there are some positive implica-

tions that flow from the establishment of the psychometric meaningfulness of individual

level EDI scores. First, it validates HELP’s goal of understanding developmental trajec-

tories from birth onwards, which is based on linking individual level data (including the

EDI) from a variety of population-based databases, such as those kept by the Ministries of

Health, Education, and Children and Family Development. The EDI is already being linked

with Foundation Skills Assessment (FSA) scores to create an index of child development

designed to show the proportions of children in each neighbourhood who are ‘‘deflecting’’

positively or negatively between kindergarten and Grade 4 (Lloyd and Hertzman 2009).

Second, for those conducting population-based development research, individual EDI

scores are valid to be used either as outcome or explanatory variables in multilevel

developmental models. One example is of this is Carpiano et al. (2009), who examined the

relationships between family and neighbourhood affluence and EDI scores.

5.8 Issues Relating to Relative Scoring

There are important and diverse implications for a number of stakeholders stemming from

the finding of more relative teacher EDI ratings when class size is greater than 10 students.

As shown above, relative scoring is a source of construct-irrelevant variance, which dilutes

the appropriateness and utility of the inferences made about school readiness.
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The results have implications for the designers of the EDI, in terms of considering

changes to the instrument and/or its implementation in ways that would result in more

absolute ratings generally. One strategy would be to reduce the number of EDI items in

each scale, while maintaining adequate content coverage. Teachers would then need to

focus on fewer behaviours and skills, which may improve the absolute nature of the

ratings, especially if teachers get early and effective EDI training. Indeed, shorter versions

of the EDI have been developed for use internationally (Janus et al. 2007), in recognition of

both the larger class sizes in many countries, and the generally high response burden

teachers experience for each completed EDI form.

The EDI designers may also wish to explore whether the general tendency towards

relative scoring could be affected by the descriptive headings for the response categories,

in particular for the three-category items. For the EDI, these category headings are either

‘‘never’’/‘‘sometimes’’/‘‘often,’’ or ‘‘poor-very poor’’/‘‘average’’/‘‘good-very good.’’ It is

interesting to note that for the 56 items using the first descriptor type, the mean proportion

of teachers endorsing the middle category was 25%. In contrast, for the 14 items using the

second descriptor type, the mean proportion endorsing the middle category was 40%.

Perhaps one of the reasons for this difference is that the descriptors in the second heading

type have much more of a connotation of relativity, particularly with the middle category

of ‘‘average.’’

One potential implication for organizations that administer the EDI (e.g., HELP, the

Offord Centre for Child Studies) is in the realm of training teachers to administer the EDI.

Perhaps teachers would make more absolute ratings if this training occurred at the

beginning of the school year, rather than closer to when teachers rate the children. Early

emphasis on the importance of attending to all aspects of child development will make

teachers more effective as educators, with the side benefit of making them more accurate

EDI raters. Also, if the EDI training manual provided concrete examples of how to score

each item, ratings should tend to be more absolute. The accessibility of the manual during

rating is also important, so that teachers can easily consult it when unsure about how to rate

a particular child. The recent adoption in British Columbia of an electronic version of the

EDI helps in this regard, as specific assistance for each item is now just a matter of a mouse

click on that item. The EDI training sessions and manual should also explicitly emphasize

the importance of avoiding relative scoring, to make teachers more aware of this issue.

An implication for government stakeholders is that a number of benefits would be

expected if provincial governments had a policy to restrict kindergarten class sizes.

Smaller class sizes would improve the quality of student–teacher interactions (e.g.,

Blatchford et al. 2003), and allow teachers to more easily adopt teacher-led assessment

practices with proven efficacy, such as the Work Sampling System (Meisels 1997). Such a

policy would also result in more accurate assessments of school readiness, as scores would

be more absolute and less relative.

5.9 Methodological issue—Reliability of vulnerability scores

It is instructive both psychometrically and practically to look for instances where actual

scores and vulnerability scores showed a somewhat different pattern of EDI validation

results. For example, the ICC(1) statistic for vulnerability scores, while still substantially

greater than zero, was only about half the magnitude of its counterpart for actual scores;

thus, classroom-level influences are smaller. In addition, the reliability of class means for

vulnerability scores was moderate (range .61 to .70), again weaker than for actual scores.

This is a reminder, not just for the EDI but for all multilevel measures, that psychometric
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properties are characteristic of scores (i.e., composition models) rather than measures.

Thus, choosing appropriate composition models is a key aspect of the process and argu-

ment of validation.

The reduction in classroom-level influence and reliability for vulnerability scores

reflects the fact that actual scores are rated by individual teachers, while vulnerability

categorizations are based on cutoff scores derived from the distribution of scores of a

normative sample. In the future, vulnerability scores could likely be made more reliable by

taking advantage of standard-setting methodology developed by educational measurement

specialists (see, for example, Cizek and Bunch 2007). This could involve, for instance,

consulting with kindergarten teachers and developmental psychologists about their defi-

nitions of vulnerability. Such standard setting will also be useful in the policy arena, to

ensure that strategic goals, such as the B.C. provincial government’s goal of reducing the

proportion of developmentally vulnerable children to under 15% by the year 2015

(Province of British Columbia 2008) are based on standards derived from developmental

criteria rather than from distributions of (non-unidimensional) EDI scale scores.

5.10 Limitations and Future Directions

The first of Chen et al.’s (2004a) five steps –defining the construct across levels of anal-

ysis—was not addressed empirically in this study. Given the previous discussion about the

conceptual/philosophical challenges pertaining to the construct of school readiness,

omitting this first step is an important limitation. However, there were practical reasons for

starting with the current definition. The most important is that the developers of the EDI,

who retain control over its use, have a commitment to using the instrument as currently

constructed. Much of this has to do with the large number of children so far for whom EDI

scores have been collected. A new and psychometrically improved EDI would not nec-

essarily be compatible with the current version, rendering all current data incomparable

with future data based on a newly derived instrument.

One important future task would be to conduct a systematic analysis of the items in each

of the scales and subscales of the EDI, to establish whether each scale or subscale score is

an index or a measure. An index is a compilation of items that address qualitatively distinct

aspects of a construct. For example, clinical depression is diagnosed on the basis of a

variety of symptoms, some or all of which may be present. This has implications for how

the EDI should be validated, as items making up an index have lower inter-item consis-

tency expectations than items making up a measure (Bollen and Lennox 1991). This may

help increase the apparent validity of the EDI, especially for the one Physical Health and

Well-being subscale called Physical Independence with a reported coefficient alpha reli-

ability of .26 (Janus et al. 2005). Doing such an analysis would also help in future revisions

of the EDI. For example, it might be decided that for some of the index-like qualities of a

subscale or scale, some items might be redundant (as maybe was shown in the Rasch

analysis) or other items may be needed to provide good content coverage of the latent

variable that the index is representing.

An interesting future study would be to ask teachers to rate each student as vulnerable or

not, either in some overall way, or for the five developmental domains separately. The

question would have to be carefully phrased, asking them to consider their current class

against all kindergarten children they have ever taught, to avoid class-specific relative

vulnerability classifications. This would help in two ways: first, to compare provincial or

national cutoffs that have been established with teachers’ absolute assessments of
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individual vulnerability, and second, to establish the extent to which teachers vary in their

own definitions of ‘‘vulnerable,’’ based on the associated scale scores.

These future directions for EDI validation reflect the greater message of this paper—that

multilevel constructs require validation methods that support multilevel inferences. The

adjective ‘‘multilevel’’ is itself meaningful in a variety of ways, embodying both the

current emphasis on the ecology of phenomena (rather than simple individual differences),

and the diversity of interpreters and policy-makers who may act upon assessment results.

Multilevel construct validation methods require more steps, and perhaps more subtleties

than the validation of single-level constructs, but that is necessary to avoid the possibility

of inferential fallacies.

Appendix A

Steps in the Calculation of the Root Mean Square Residual–Proportion (RMR-P)
Fit Statistic

The calculation of the RMR-P follows the same basic procedural steps used to calculate the

Standardized Root Mean Square Residual fit statistic (SRMR; Hu and Bentler 1995) which

is based on residual covariances.

1. The calculation begins with the residual proportions that result from conducting a CFA

with categorical items. For each pair of items, there will be c1*c2 residual proportions,

where c1 and c2 are the number of categories in items 1 and 2. For example, for two

items each with three categories, there will be nine residual proportions per item pair.

For a domain with x items, there are x(x-1)/2 item pairs. Therefore, for the Emotional

Maturity domain for example, which has 30 items each with three categories, there

will be 435 item pairs each with nine residual proportions, for a total of 3,915 data

points.

2. Since the residual proportions for any item pair must necessarily add up to zero, the

relative size of the residuals is assessed using the strategy of squaring and later taking

the square root. Therefore, the next step is to square all of the residual proportions.

3. The mean of all the squared residuals is then calculated.

4. Finally, the square root of the mean squared residuals is taken, resulting in the

unscaled RMR-P statistic.

5. The theoretical maximum value of the unscaled RMR-P depends on the number of

categories in each item (as shown below). Because some EDI items are binary and

others are three-category ordinal, a scaling factor needs to be applied to set a common

scale for the RMR-P for each domain. The calculation of this scaling factor is as

follows:

a. For any item pair, regardless of the number of categories, the maximum sum of the

squared residual proportions is 2. This follows mathematically from the

observations that the sum of all observed proportions must equal 1, and the sum

of all residual proportions must equal 0. The poorest possible model fit is when

one residual proportion is equal to 1 and a second residual proportion is equal to

(-1), and the rest of the residuals are equal to 0. In this case, the sum of the

squared residual proportions is equal to 2 [i.e., 12 ? (-1)2]. Any other

combination of possible residual proportions will result in a lower sum of squares.
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b. For a domain with only binary items (i.e., Language and Cognitive Development),

the maximum RMR-P statistic is 0.71. This is because in step 3, the maximum

mean of the squared residuals would be 0.5 (maximum of 2 for each four squared

residual proportions); the square root of 0.5 (step 4) is 0.71. For a domain with

only three-category items (i.e., Social Competence, Emotional Maturity, and

Communication and General Knowledge), the maximum unscaled RMR-P is 0.47,

based on a maximum mean of the squared residuals of 0.22 (maximum of 2 for

each nine squared residual proportions); the square root of 0.22 is 0.47.

c. The only EDI domain with a mixture of binary and three-category items is

Physical Health and Well-being. The maximum RMR-P for this domain is .59,

based on weighting the number of item pairs with four (2 9 2), six (2 9 3), and

nine (3 9 3) residual proportions.

d. Having calculated the maximum RMR-P for each domain, these maxima can then

be used as scaling factors, so that for all domains, the range of the RMR-P statistic

is from 0 to 1. Therefore, the unscaled RMR-P statistics resulting from step 4 are

divided by the appropriate scaling factor for each domain.

e. These final RMR-P statistics are now on the same scale used for the SRMR. This

certainly does not mean that RMR-P scores are in any way standardized, but it

does result in a metric with the same range as the SRMR. On the basis of this

similar metric, and given that the RMSR fit statistic is itself not based on any

theoretical distribution, the same conventional .05 cutoff is then applied to the

scaled RMR-P statistic when assessing model fit.
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